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Abstract: The global Internet is a complex network of interconnected autonomous systems (ASes). Understanding Internet inter-domain path information is crucial for understanding, managing, and improving the Internet. The path information can also help protect user privacy and security. However, due to the complicated and heterogeneous structure of the Internet, path information is not publicly available. Obtaining path information is challenging due to the limited measurement probes and collectors. Therefore, inferring Internet inter-domain paths from the limited data is a supplementary approach to measure Internet inter-domain paths. The purpose of this survey is to provide an overview of techniques that have been conducted to infer Internet inter-domain paths from 2005 to 2023 and present the main lessons from these studies. To this end, we summarize the inter-domain path inference techniques based on the granularity of the paths, for each method, we describe the data sources, the key ideas, the advantages, and the limitations. To help readers understand the path inference techniques, we also summarize the background techniques for path inference, such as techniques to measure the Internet, infer AS relationships, resolve aliases, and map IP addresses to ASes. A case study of the existing techniques is also presented to show the real-world applications of inter-domain path inference. Additionally, we discuss the challenges and opportunities in inferring Internet inter-domain paths, the drawbacks of the state-of-the-art techniques, and the future directions.
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1  Introduction

The global Internet is a complex network that consist of ASes. The owners of the ASes are of different types, such as Internet service providers (ISPs), content providers, and companies that provide specialized services (e.g., the Starlink). Thus, different ASes may use heterogeneous equipments to build their infrastructures and have distinct configurations, which are determined by various considerations (e.g., cost, performance, and security).

The Internet inter-domain path information can be used for various purposes. As summarized in Fig. 1, it can help:
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Figure 1: The use cases of Internet path information. The Internet path information can be used for various purposes, such as understanding the Internet structure [1–5], behavior [6–9], and performance [10–13]; managing the Internet for identifying network issues (circuitous routing [14], route convergence [15–17], malicious hijacks [18–20] and routing leaks [21]) and diagnosing [22–25] and locating [26,27] network failures; improving the Internet service and applications (DNS [28], CDN [29], DDoS protection [30], and P2P applications [31–34]); and protecting user privacy and security [35,36]

Understanding the Internet: the Internet inter-domain path information is crucial for network managers and operators to optimize the Internet’s structure [1–5], which refers to the physical and logical arrangement of the network elements (such as routers, switches, links) and the connections between them; The path information can help us understand the network behavior [6–9], which refers to the activities and patterns exhibited by devices (such as routers, switches, servers) and applications during data transmission, processing, and communication. Analyzing network behavior helps identify normal and abnormal activities, ensuring network security and efficiency; The path information can also reveal the performance of the network [10–13], which refers to the quality of service provided by the network, such as latency, bandwidth, and packet loss.

Managing the Internet: the path information can be leveraged to identify network issues such as circuitous routing, where packets take unnecessarily long paths, increasing latency and packet loss [14]; route convergence issues, where unsynchronized routing tables cause loops and packet loss [15–17]; malicious hijacks, where attackers announce false routes to intercept traffic [18–20]; and routing leaks, where routes are improperly announced, diverting traffic along unintended paths [21]. Additionally, path information is valuable for diagnosing and pinpointing network failures, which occur when network elements malfunction, leading to unavailability or degraded performance [22–27].

Improving the Internet: the path information can help improve the performance of the Internet and foundation service Domain Name System (DNS) [28], it can also be used by Content Distribution Network (CDN) providers to optimize the content delivery [29], and it can be used by Distributed Denial of Service (DDoS) protection services to mitigate DDoS attacks [30]. Peer-to-Peer (P2P) applications can also benefit from path information [31–34].

Protecting user privacy and security: the path information can be used by end-users to protect their data privacy and security [35,36].

However, due to the complicated and heterogeneous structure of the Internet, different considerations of the organizations that own and operate the ASes, and the decentralized nature of the Internet, path information is not publicly available. Hence, to obtain path information, researchers and network operators have developed techniques to measure the Internet inter-domain paths. These techniques can be categorized into two types: active and passive. The most famous active measurement technique is the traceroute, which obtains the path from the probe to the destination by sending packets with increasing Time to live (TTL) values. Passive measurement techniques, such as router collectors to collect Border Gateway Protocol (BGP) tables, are also widely used to obtain path information. But the available measurement probes to perform active measurements or collectors to collect passive data are limited in number and coverage. Therefore, inferring Internet inter-domain paths from the limited data is a supplementary approach to measure Internet inter-domain paths.

In the field of network measurement, research on inferring Internet inter-domain paths has been extensive over the past two decades, there are several notable gaps in the literature. Firstly, there is no comprehensive survey that consolidates and summarizes the existing techniques for inferring these paths, making it difficult for researchers and practitioners to gain a holistic understanding of the field. Secondly, the applications of these techniques are not well documented or summarized, leaving a gap in understanding how these methods are being practically implemented and utilized. Finally, future directions for inferring Internet inter-domain paths have not been thoroughly discussed, limiting the ability to identify emerging trends and areas for further exploration. To fill these gaps, this survey reviews the existing techniques for inferring Internet inter-domain paths from 2005 to 2023 to provide a comprehensive overview of the state-of-the-art techniques, their applications, and future research directions in the field of Internet inter-domain path inference.

The contributions of this survey are as follows:

•   This is the first survey that reviews the existing techniques for inferring Internet inter-domain paths. Not only does this survey summarize the existing techniques for inferring Internet inter-domain paths, but it also provides summaries of the fundamental techniques for Internet inter-domain path inference. With the introducing of fundamental techniques, the readers can understand the path inference techniques better.

•   We have also conducted a case study to summarize the applications of existing techniques for inferring Internet inter-domain paths.

•   By discussing the characteristics of the existing techniques, we aim to provide insights into the challenges and opportunities in modeling the Internet routing system to not only infer the paths but also predict the performance of the paths.

The rest of the paper is organized as follows. Table 1 summarizes the terms and concepts used in this survey. In Section 2, we show the taxonomy to exhibit the inter-domain path inference techniques. In Section 3, we introduce the fundamental techniques of inter-domain path inference to provide background information. In Section 4, we summarize the existing techniques for inferring Internet inter-domain paths. In Section 5, we present the case studies of the existing techniques to show real-world applications of inter-domain path inference. In Section 6, the challenges and opportunities in inferring Internet inter-domain paths, the drawbacks of the state-of-the-art technique, and the future directions are discussed. In Section 7, we conclude the paper.

[image: images]

2  Taxonomy

Internet Paths at Different Levels: As described in [37], the Internet topology can be classified into four levels: AS-level, PoP-level (Point of Presence level), router-level, and IP-level. Accordingly, we classify the Internet inter-domain paths into four levels: IP-level, router-level, PoP-level, and AS-level. Fig. 2 is an overview of different levels of Internet inter-domain paths. We have reviewed the inter-domain path inference techniques based on the granularity of the paths they infer and found that most of the techniques infer AS-level paths, followed by PoP-level paths. Though some proposed techniques are capable of inferring IP-level and router-level paths, we did not find evaluation results these two levels of paths. The reasons could be: realizing high coverage for IP-level and router-level paths are more challenging due to the more fine-grained granularity means more measurement data is required.
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Figure 2: An overview of different levels of Internet paths. From the client C to the server S, the four levels of paths are: IP-level: a-b-c-d-e-f-g-h-i-j-k-l-m-n, router-level: R1-R2-R3-R4-R5-R6-R7, PoP-level: PoP1-PoP2-PoP3-PoP4, AS-level: AS1-AS2-AS3, where a, b, c, d, e, f, g, h, i, j, k, l, m, n are IP addresses, R1, R2, R3, R4, R5, R6, R7 are routers, PoP1, PoP2, PoP3, PoP4 are Points of Presence (PoPs), and AS1, AS2, AS3 are ASes. Besides the four levels of paths, with the emergence and widespread use of networks-on-chip, the paths at the network-on-chip level can also been seen as a new level of paths

Besides the four levels of paths, with the emergence and widespread use of networks-on-chip [38], the paths at the network-on-chip (NoC) level can also be seen as a new level of paths. The topic of networks-on-chip is very extensive and therefore requires a separate consideration, which is beyond the scope of this paper. It should only be noted that at the macro- and micro-level they are very similar to ordinary communication networks. For example, they can also be hierarchical, where signals at different levels of the hierarchy are transmitted in different transmission medium [39,40], and traffic routing methods are borrowed from classical networks [38,41]. On this basis, it can be argued, based on the principle of self-similarity in networks [42,43], that the conclusions that can be drawn for the AS1, AS2, AS3... layers are also applicable for the NoC (see Fig. 2). A Multi-Processor System on Chip (MPSoC) is a unit that responsible for processing the network traffic within the chip and has similar network architecture with the ASes. The Network Interface (NI) can either be integrated into the MPSoC or function as an independent component. Regardless of its configuration, it serves as a bridge between the external network and the on-chip network. The network traffic is processed by the NI and then enters the chip. In the chip, the entry traffic is transmitted by the on-chip routers based on the on-chip network.

From a Methodological Perspective: the inter-domain path inference techniques can be categorized into graph-based and stitching-based methods. The graph-based methods construct a graph with the data sources, such as BGP tables, and infer paths by searching the graph with some summarized regulars (e.g., valley-free principle). The stitching-based methods infer paths by stitching the path segments at the convergence points. Graph-based methods can achieve high coverage, but they are limited by the summarized regulars, which could not accurately capture the real routing behavior. For the stitching-based methods, the real routing behavior is captured by the path segments, but the coverage is limited by the availability of the path segments.

Data Sources: In network measurement, the measurement techniques are usually categorized into active methods and passive methods. Typical active methods include traceroute and ping, these methods measure the Internet by sending packets from the probes. Active measurement techniques generate extra traffic in the network, which may burden the network. Passive methods, such as BGP collectors, collect the data from the network without introducing extra traffic.

According to the path levels, inference method type, and data sources, we have summarized the path inference techniques in Table 2.

[image: images]

3  Fundamental Techniques for Internet Inter-Domain Path Inference

As shown in Table 3, the fundamental techniques of inter-domain path inference are composed of measurement techniques and auxiliary techniques. The measurement techniques provide the data sources for inferring Internet inter-domain paths, mainly including traceroute and BGP collectors. The auxiliary techniques are the techniques that assist the inter-domain path inference, mainly including techniques to infer AS business relationships, resolve aliases, and map IP addresses to ASes. It is worth noting that the auxiliary techniques may bring cumulative errors to inter-domain path inference. The reason is that the AS business relationships, aliased, IP-to-AS mapping are all inferred from the measurement data, which may contain errors. The errors in the auxiliary techniques will be propagated to the inter-domain path inference results. This survey does not focus on the above-mentioned techniques, but we summarize these techniques here to provide background information for the inter-domain path inference techniques.

[image: images]

3.1 Measurement Techniques

The measurement techniques for inferring Internet paths refers to techniques that provide the data sources for inferring Internet paths, mainly including traceroute and BGP collectors.

Traceroute: The traceroute is a widely used tool to measure the Internet inter-domain paths between the probes and the destinations. As shown in the Introduction, the obtained paths can be used for various purposes, such as understanding the Internet, managing the Internet, improving the Internet, and protecting user privacy and security. Besides the above-mentioned advantages, the traceroute can also contribute to IP geolocation [79,80].

Traceroute was first introduced by Van Jacobson in [53]. Over the decades, various modifications of traceroute have been developed to enhance the accuracy and efficiency of path measurement. However, the original traceroute may not be reliable when the network includes load-balancing routers, as packets might traverse different paths due to the load balancing. To address this issue, Paris traceroute [54] was introduced. In the paper proposing Paris traceroute, the authors highlight that load-balancing routers can lead to inaccurate path measurements by traceroute, categorizing the resulting anomalies into three types: “loops,” “cycles,” and “diamonds.” To mitigate the effects of load-balancing routers, Paris traceroute varies the header fields of probe packets to ensure consistent path measurements, even in the presence of load balancing.

As illustrated in Fig. 3, the Internet is asymmetric. Paris traceroute can only measure the one-side path from the source to the destination. For most situations, the cooperation of the destination host is impossible, so the reverse path measurement is challenging. To overcome this challenge, Katz-Bassett et al. proposed a new technique called reverse traceroute [55]. The reverse traceroute aims to provide accurate, scalable, and comprehensive path information from the target back to the source. Reverse traceroute can help network operators and researchers to troubleshoot performance issues, identify network topology, and measure link latencies effectively. The system architecture of reverse traceroute includes vantage points for measurements, a controller for coordination, and sources for path requests.
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Figure 3: Due to the traffic engineering and asymmetric routing, the path from S1 to U1 is usually different from the path from U1 to S1

Three techniques are leveraged in reverse traceroute to achieve the backward path: 1) Leveraging the destination-based nature of Internet routing to stitch the path hop-by-hop; 2) Utilizing the IP options to obtain the reverse path; 3) Employing a limited form of spoofing, which leads to the most strategically selected vantage point for the measurement.

The reverse traceroute technique faces limitations due to its high probe overhead, as discussed in Reference [56]. It can only map a small number of reverse paths each day, which is insufficient for conducting large-scale network analysis. To overcome this challenge, the REVTR 2.0 methodology is introduced in [56]. REVTR 2.0 offers enhanced throughput, accuracy, and coverage, rendering it suitable for performing reverse path measurements on an Internet-wide scale. The increased throughput is achieved by utilizing record route probes to map the initial nine hops (inclusive of the forward path), thereby efficiently identifying nearby vantage points. Moreover, by intersecting established routes in a traceroute atlas, the need for issuing additional probes can be minimized. Enhanced accuracy is ensured through a comprehensive measurement analysis demonstrating that presuming symmetry within an intra-domain hop is generally accurate, while assuming symmetry across inter-domain hops is not reliable. Leveraging this insight, REVTR 2.0 enhances precision by filtering out erroneous reverse traceroutes and marking potentially missing or unresponsive hops. The coverage is also expanded through the measurement analysis, which reveals that reverse paths often exhibit symmetry within an AS, providing more valuable data for reconstructing the reverse path.

The methods mentioned above are designed to achieve high coverage in path measurement. However, with the vast scale of the Internet, fast path measurement is also crucial. To address this, Yarrp [57] was introduced as a fast Internet router and link scanner. Yarrp’s design employs a random probing strategy, where it randomly generates targets and sets the TTL of probe packets. Once the response packets are received, the topology information is analyzed offline. Yarrp is capable of achieving a high probing rate with low overhead, making it well-suited for large-scale network analysis.

Load-balanced forwarding paths pose a significant challenge for traceroute. To tackle this issue, a new technique called Diamond-Miner [58] has been introduced, offering a high-speed and multipath-aware approach to traceroute. In addition to these advancements, Diamond-Miner also sheds light on the dynamics of the Internet, providing a taxonomy of load balancer remapping events with insights into their extent and prevalence.

With the above-mentioned techniques, traceroute is becoming faster, more accurate, and the path measurement scope is significantly broadened. However, the scale of measurement resources is still insufficient to measure paths between arbitrary pairs of hosts.

Border Gateway Protocol (BGP) is the de facto inter-domain routing protocol used in the Internet. The AS path attribute in BGP routing tables are advertised by BGP routers, which are used to make routing decisions. An AS path is a sequence of ASes that announce the route to the destination prefix. To help researchers and network operators to understand the Internet routing system, many owners of BGP routers collect BGP tables and make them publicly available. These public BGP tables are widely used by researchers to infer Internet inter-domain paths.

Measurement Platforms: The measurement platforms, such as RIPE NCC [67], CAIDA [68], Route Views [69], and PlanetLab [70], provide the measurement infrastructure for researchers to measure the Internet inter-domain paths.

Reseaux IP Europeans Network Coordination Center (RIPE NCC) is a regional Internet registry that provides both infrastructure to collect BGP tables and traceroutes and a platform to analyze the collected data. The RIPE Atlas [81] is a global network of over 12,000 active probes that can be used to measure Internet. The RIPE Routing Information Service (RIPE RIS) [82] is a distributed measurement infrastructure (Remote Route Collectors (RRCs)) that collects BGP tables from BGP routers. There are 23 active RRCs in the RIPE RIS network now and 3 historic RRCs.

Center for Applied Internet Data Analysis (CAIDA) is a research community that provides the measurement infrastructure to support large-scale data collection and data distribution to the scientific research community. The CAIDA Ark [83] is a project that measures the whole Internet with traceroutes. To measure the whole IPv4 address space, the CAIDA Ark project first divides the IPv4 address space by the/24 prefix, then randomly selects an IP address in each/24 prefix, and sends traceroutes to the selected IP addresses. The measurement is conducted by a team of 160 monitors and the data is made publicly available. The CAIDA AS Rank [84] is a project that ranks the ASes based on the number of IP addresses they announce. The data source of the AS Rank is the BGP tables collected by RIPE RIS and Route Views and the traceroutes collected by CAIDA Ark.

Route Views is a project supported by the University of Oregon, which aims to provide real-time BGP information about the global routing system to researchers and network operators. Route Views provides routing data since 1997, now it owns 47 BGP collectors.

PlanetLab is a global research network first appeared in 2002, which aims to support the creation of new network services. At the peak of its development, PlanetLab has 1353 nodes at 717 sites spread across 48 countries. The PlanetLab public the traceroute data collected during their measurement to the public.

Though there are many measurement platforms measures the Internet from different locations, the coverage of the measurement platforms is still limited. As mentioned in [85,86], we should note that the coverage limitation of the measurement infrastructure could lead to biased data collection, which may affect downstream analysis.

3.2 Auxiliary Techniques

AS Business Relationship Inference is a reverse-engineering process of the Internet routing system, which not only helps to understand the Internet but also provides insights into building a more optimized routing system. It’s a worthy research topic in the field of network measurement and modeling. AS business relationships are widely used in inferring Internet inter-domain paths. Essentially, the AS business relationships are inferred relationships that represent the commercial relationships between ASes. The data sources for inferring AS business relationships include BGP tables and traceroutes.

In [59], AS business relationships are first categorized into three types: customer-provider (P2C or C2P), peer-peer (P2P), and sibling-sibling (S2S). The customer-provider relationship is a commercial relationship where the customer pays the provider for the transit service. The peer-peer relationship is a commercial relationship where the two ASes exchange traffic without payment. The sibling-sibling relationship is a commercial relationship where the two ASes are under the same organization.

Then, in [60], heuristic algorithms are proposed to infer AS relationships with BGP tables, which are based on the intuition that providers are typically larger than their customers, and peers are usually of comparable size. To infer the AS relationships, the authors proposed to represent AS relationships as a directed graph, where the nodes are ASes and the edges are the relationships between the ASes. Only edges between providers and customers are directed, while edges between peers and siblings are undirected. The authors also proposed the famous valley-free principle, which is widely used in inter-domain path inference to filter the possible paths. The valley-free principle is summarized as follows: 1) A provider-customer link can only be followed by provider-customer or sibling-sibling links. 2) A peer-peer link can only be followed by provider-customer or sibling-sibling links. With the above definition and the valley-free principle, different types of AS relationships are inferred with different algorithms.

In [61], in addition to BGP tables, traceroutes are introduced for inferring AS business relationships. The authors of [61] classified the AS relationships into four types: transit, peering, partial transit, and hybrid. The transit relationship is when an AS provides access to its providers, customers, and peers to another AS. In the peering relationship, two ASes share customer routes with each other. The partial transit relationship is when an AS provides another AS transit service to its customers and peers, but not to providers. The hybrid relationship is a combination of the above three relationships. The authors focus on the relationship inference of the partial transit and hybrid relationships, which are difficult to infer only with BGP tables. To address this issue, a new algorithm is proposed to infer these complex relationships, which utilizes BGP tables, traceroutes, and geolocation data. Their insight of identify the complex AS relationships and then tailor the inference algorithm to infer these relationships is a valuable contribution to the field of inferring AS relationships.

Problink [63] is a data-driven approach for inferring AS relationships. It begins by classifying the links between ASes into “easy” and “hard” categories based on the difficulty of inferring the relationships. To infer the hard relationships, a Naive Bayes classifier is employed. The benchmark for identifying these hard relationships is a heuristic algorithm called CoreToleaf, which infers AS relationships using the valley-free principle and Tier-1 ASes. Based on CoreToleaf’s inference results, three factors have been identified as leading to the difficulty: 1) degree inversion, 2) violation of the valley-free principle, and 3) the instability of existing methods when applied to data from different vantage points and time periods. To address these challenges, Problink integrates various features of the links and the paths traversing them into a comprehensive probabilistic model.

Subsequent research [62,64] on inferring AS relationships has followed a similar approach to the earlier studies [61,63]: observing existing methods, identifying links that are difficult to infer, and then developing new algorithms to address these hard-to-infer links. In [62], the hard links are those where the relationships cannot be conclusively determined by the principle-based algorithm they employed. The links that can be reliably inferred are primarily P2P links between Tier-1 ASes and P2C links downstream of Tier-1 ASes. In contrast, the hard links in [64] are those whose relationships cannot be identified using their voting algorithm. The challenges in inferring these hard links can be attributed to several factors: 1) biased data collection—since route collectors are not evenly distributed across the Internet, the data they collect may be skewed, revealing only a small portion of links between Tier-2 ASes and often missing many links between Tier-2 ASes and stub ASes, which contributes to the difficulty in inferring these links; 2) existing algorithms struggle with accurately identifying P2P links, often misclassifying them as P2C links; and 3) unreliable assumptions and heuristics, which increase the uncertainty of the inference results.

In recent years, the advancement of machine learning techniques has led to the development of machine learning-based methods for inferring AS relationships. For example, Reference [65] utilized graph neural networks to infer AS relationships, while BGP2VEC [66] embeds ASes into vectors and applies techniques from natural language processing for the same purpose. These data-driven approaches have demonstrated potential for improving the accuracy of AS relationship inference and offer a new perspective on the problem. However, they are constrained by the quality of the training data, the selection of features, and the choice of models. Additionally, the effectiveness of these methods is limited by the coverage of the training data, which depends on the measurement platforms used for data collection. As a result, the extent of the training data is inherently restricted by the capabilities and reach of these platforms.

Alias Resolution: As a router may have multiple IP addresses, The alias resolution techniques [71–75] are proposed to identify IP addresses that owned by the same router. The key idea of alias resolution is analyzing the IP IDs of the packets to find the IP addresses that allocated to the same router. The alias resolution techniques are widely used in inter-domain path inference to obtain the router-level paths from traceroutes. For example, in iPlane [31], iPlane Nano [32], and Sibyl [44], the alias resolution techniques are used to obtain PoP-level paths from traceroutes.

IP-to-AS Mapping techniques [76–78] are used to associate IP interfaces obtained from traceroutes with their corresponding ASes. A straightforward method for determining which AS an IP interface belongs to is the longest prefix match. To ensure that IP interfaces belonging to the same router are mapped to the same AS, alias resolution techniques are employed as part of the IP-to-AS mapping process.

4  Scoped Inter-Domain Path Inference Techniques

We first summarize the techniques that can both infer PoP and AS level paths, then the techniques that can only infer AS level paths. In each subsection, we first introduce the stitching-based methods, then the graph-based methods, the techniques are introduced in chronological order. We summarize each method from four aspects: the data sources, the key idea of how the method works, the advantages, and the limitations.

4.1 Inference Techniques for PoP and AS Level Paths

In theory, traceroute data based inter-domain path inference techniques can infer paths at different granularities, such as IP-level, router-level, PoP-level, and AS-level. However, the limited coverage of traceroutes makes it difficult to realize high coverage for IP-level and router-level paths. Therefore, the existing techniques mainly focus on inferring PoP and AS level paths.

Stitching-Based Methods: The iPlane [31] is an information plane aims to provide path and performance information between any two Internet hosts. The data sources of iPlane are traceroutes, which are collected by nearly a thousand of probes deployed in the Internet. iPlane is a stitching-based method that infers PoP and AS level paths by stitching the path segments at the convergence points. It works as follows: 1) iPlane first identifies the core routers and the links connecting them by active measurements, 2) then it identifies the edge routers and the links connecting them by opportunistic measurements, 3) finally, it stitches the path segments at the convergence points to infer the PoP and AS level paths. Besides the path inference, iPlane also provides the performance inference.

The iPlane is a pioneering work of the stitching-based path inference methods, which first introduces the stitching-based method to infer inter-domain paths. The advantages of iPlane are that it can infer paths at different granularities, such as PoP and AS level paths, and provide performance information. The limitation of iPlane is that the coverage is limited by the availability of the path segments, which may lead to inaccurate path inference results. The active measurements may also introduce extra traffic to the network, which may burden the network.

Sibyl [44] is a stitching-based method that developed based on iPlane. The key idea of Sibyl is to provide an Internet route oracle that allows users to issue rich queries expressed as regular expressions to obtain path information. It introduces a machine learning method to select the optimal path from the candidate paths, which improves the inference performance. The data sources of Sibyl are traceroutes, which are collected by real-time probes provided by RIPE Atlas. Sibyl introduces an algorithm to allocate the measurement budget to optimize the query satisfaction. Then it stitches the path segments as iPlane does to infer the PoP and AS level paths. At last, it uses a machine learning method to select the optimal path from the candidate paths.

The advantages of Sibyl are that it provides a more efficient way to allocate the measurement budget to optimize the query satisfaction and a machine learning method to select the optimal path from the candidate paths, which improves the inference accuracy. The limitation of Sibyl is that it also limited by the measurement probes.

Graph-Based Method: The iNano [32] is a system that can infer PoP and AS level paths with a compact Internet atlas, which is a representative graph-based inter-domain path inference method. The data sources of iNano are traceroutes measured by PlanetLab, which is the same as iPlane. After collecting the traceroutes, iNano maps the traceroutes to obtain different levels of paths to realize path inference at different granularities. An example of inferring path with iNano is shown in Fig. 4. iNano constructs an AS graph with the AS paths, and infers paths by searching the graph with the below regulars: 1) the collected 3-tuples from the AS paths, 2) the valley-free principle, and 3) summarized routing preferences stored as 3-tuples. The 3-tuple (AS1, AS2 > AS3) means AS1 prefers the path that goes through AS2 over AS3 to reach a destination, if the path is the same length. To obtain the PoP level paths, iNano stitches the PoP level path segments along the AS level paths.
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Figure 4: Inferring path from S to D with iNano, which is a representative graph-based method. The inferred path is AS1-AS2-AS3-AS4. It does not select the path AS1-AS5-AS3-AS4 as AS1 prefers the path that goes through AS2 over AS5 to reach AS4. The path AS1-AS5-AS4 cannot be selected as the 3-tuple does not appear. The path AS1-AS7-AS4 cannot be selected as the valley-free principle is violated

The advantages of iNano are that it can achieve high coverage, as with most of the vertex pairs in the constructed graph are connected. The storage of the Internet atlas is less than 7 MB in the year of 2009, making it possible to be distributed to end-hosts. Besides the advantages, the limitations of iNano are that it is limited by its Internet routing model, which cannot handle the complex routing policies. The IP-to-AS mapping and alias resolution both introduce errors to the path inference on different levels.

4.2 Inference Techniques for AS Level Paths

Stitching-Based Methods: In [34], Lee et al. proposed a novel approach called path stitching, which is designed to estimate end-to-end delay between hosts, the AS level path between the source and destination is also inferred in the process to estimate the delay. The data sources of this study are BGP tables from Route Views and RIPE RIS and traceroutes from CAIDA Ark. Its path and delay estimation is achieved by three steps: 1) inferring the AS level path between the source and destination, 2) stitching the traceroute segments along the inferred AS path, 3) estimating the delay by stitching the delay of traceroute segments along the inferred AS path.

The advantage of path stitching is that it introduces a new way to identify the first AS hop with the help of traceroutes, which significantly improves the AS level inter-domain path inference accuracy, which has been proved in the evaluation. Path stitching is also limited by the measurement probes, as the coverage of the measurement probes is limited, the path stitching may not be able to infer the path between arbitrary pairs of hosts.

In [33], Tao et al. explored AS inter-domain path inference in networks and introduces new algorithms, HyperPath and Valley-free HyperPath, leveraging the hyperbolicity property of the Internet. The concept of hyperbolicity is defined as a measure of how tree-like a graph is, which is derived from the field of geometric group theory and negatively curved metric spaces. Lower hyperbolicity of a graph indicates more tree-like properties. The data sources of HyperPath are BGP tables from Route Views. As shown in Fig. 5, HyperPath infers AS paths by stitching the path segments at the convergence points. More specifically, to infer the AS path between two prefixes p1 and p2, HyperPath first obtains k pairs of AS paths originating from k vantage ASes, each pair of paths starting from a same vantage AS and ending at two prefixes. Then, it selects the path with the minimum hop count among the k pairs of AS paths as the inferred AS path between the two prefixes. The valley-free HyperPath is an extension of HyperPath, which filters the possible paths with the valley-free principle in the path selection process. The evaluation shows that the valley-free HyperPath achieves higher accuracy than HyperPath.
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Figure 5: Toy example of HyperPath, a representative stitching-based path inference method. Two paths originating from the same vantage AS (AS1) and ending at two prefixes (p1 and p2) are shown. The inferred AS path between p1 and p2 is p1→AS4→AS3→AS2→AS5→AS6→p2, which is obtained by stitching the path segments of the two paths at the convergence point AS2

The advantage of this study is that it provides a new perspective to infer AS paths by leveraging the hyperbolicity property of the Internet. It provides theory support for the stitching-based path inference methods. The main limitations of HyperPath and Valley-free HyperPath are that 1) they are not scalable, as for some prefix pairs, it is difficult to find path segments that converge at the same AS, and 2) they do not consider asymmetric of the Internet, which may lead to inaccurate inter-domain path inference results.

Graph-Based Methods: RouteScope [45] is a graph-based method that can infer AS-level between two ASes. The data sources of RouteScope are BGP tables and traceroutes from multiple vantage points. The key idea of RouteScope is to construct an AS graph with the AS paths obtained from BGP tables, then calculate the shortest paths between the source and destination ASes. The valley-free principle is used to filter the possible paths. The evaluation shows that the AS relationships filtering significantly improves the accuracy of AS inter-domain path inference.

RouteScope is a representative graph-based method that introduces the valley-free principle to filter the possible paths, it also firstly proposes to identify the first AS hop with the help of traceroutes. The limitation of RouteScope is that its shortest path and valley-free principle-based path inference may not be able to handle the complex routing policies of current Internet. The way to identify the first AS hop with traceroutes is limited by the number and distribution of measurement probes and the staleness of the traceroutes

KnownPath [46] is a graph-based method that infers AS-level paths by expanding AS paths that collected from BGP tables. The data sources of KnownPath are BGP tables from organizations such as Route Views and RIPE RIS. KnownPath first constructs an AS graph with the collected AS paths. Then, it uses a Bellman-Ford algorithm to expand the AS paths that directed to the same destination prefix. At the expanding step, the possible paths are filtered with the valley-free principle and sorted by weight. The weight of a path is the length of the sure part, which exists in real BGP tables.

KnownPath can be seen as a combination of the stitching-based and graph-based methods, where the known AS path segments are stitched to inferred path segments from a graph. The combination inherits the routing information from existing AS paths and the flexibility of the graph-based methods. The limitation of KnownPath is that it is limited by the availability of the known AS paths, which may lead to significant performance degradation when the known AS paths starting from an AS are limited.

The research [47] proposed a weighted graph-based method to infer AS paths. The data sources of this study are BGP tables from Route Views and CAIDA. The key idea of this study is to construct a weighted AS graph with the AS paths obtained from BGP tables, where the weight of the edges in the AS graph is the frequency of the links in the BGP tables. The shortest paths between the source and destination ASes are calculated, then the valley-free principle is used to filter the possible paths. The evaluation shows that the AS relationships filtering significantly improves the accuracy of AS inter-domain path inference, especially for longer AS paths. The edge weight just reflects the frequency of the links in collected BGP tables, which may be biased by the route collectors.

The study [48] was a novel algorithm for policy-preferred path enumeration in a constructed AS graph. The data sources of this study are BGP tables from Route Views and RIPE RIS. In this study, four types of policies are used to summarize routing behavior from BGP tables: 1) explicit business relations, 2) valley-free principle, 3) the preferred first hop, and 4) the shortest path. The algorithm enumerates the policy-preferred inter-domain path inference to obtain a rooted, directed, acyclic graph for each destination AS. The policy-based Internet routing model is still suffering from the complexity of the Internet and biased data collection, which may lead to inaccurate path inference results.

In [49], PredictRoute is introduced, it constructs a probabilistic model for each destination prefix or AS to infer AS paths towards the destination. The data sources of PredictRoute are traceroutes from CAIDA Ark or any other traceroute measurement platform. The system constructs per-destination probabilistic Markov models based on traceroutes and uses supervised learning to improve inference accuracy by choosing between multiple possible paths. PredictRoute infers paths from ASes to a destination prefix by the trained Markov model for the destination prefix. If the Markov model for the destination prefix cannot provide a path, PredictRoute falls back to the BGPSim model [87] to guarantee a inter-domain path inference result. Inferring inter-domain AS-level paths with traceroutes inborn the limitation of inaccurate IP-to-AS mapping. The limited traceroutes is also a challenge for the traceroute-based path inference methods.

ProbInfer [51] is derived from HyperPath [33], but improves the candidate path selection process with a probability-based method. The data sources of ProbInfer are BGP tables from Route Views. ProbInfer builds a multigraph with the AS paths obtained from BGP tables, each path segment is considered as an edge in the multigraph. Thus, the path stitching process is transformed into finding common neighbors for the input ASes in the multigraph. After obtaining the candidate paths, ProbInfer uses a decision tree model to choose the optimal path from the candidate paths. The decision tree model is trained with features extracted from the candidate paths, such as the length of the path, the degrees of the ASes in the multigraph and global Internet, and the geolocation of the ASes.

The advantage of ProbInfer is that it proposes to separate the input AS pairs into SingleShortest and MultiShortest types, where SingleShortest means, for the input AS pair, there is only one shortest path in the candidate paths, and MultiShortest means there are multiple shortest paths in the candidate paths. Two separate decision tree models are trained to finish the path selection process for different types of AS pairs. The limitation of ProbInfer is that it is limited by the availability of the known AS paths, which may lead to significant performance degradation when the known AS paths starting from an AS are limited.

RouteInfer [50] is a heuristic-based algorithm that infers AS paths with AS graph constructed by data from the BGP tables. The data sources of RouteInfer are BGP tables from Route Views, RIPE RIS, and Isolario [88]. RouteInfer involves a data-driven method to serve as a fallback when the heuristic-based algorithm cannot make a decision. RouteInfer uses a 3-layer policy model to summarize routing behavior from BGP tables, the valley-free principle is also used to filter the possible paths. The 3-layer policy model is obtained by 3 steps: 1) Extracting prefix policies, which stores the preferences that ASes have for the paths to reach the prefixes; 2) Policy aggregation to obtain destination AS policies, which is used when the prefix policies is missing; 3) Policy aggregation to obtain neighbor AS policies, which is used when the destination AS policies is missing. When the 3-layer policy model cannot capture any policy for an AS, RouteInfer falls back to a route decision model to predict the route decisions of the AS.

The advantage of RouteInfer is that it provides a fallback mechanism when the heuristic-based algorithm cannot make a decision, which significantly improves coverage. The limitation of RouteInfer is that it does not provide a portion of ASes that fall back to the data-driven method.

In [52], Li et al. introduced a generative and measurable path inference (GMPI) process, which is a data-driven process based on BGP tables.The data sources of GMPI are BGP tables from Route Views and RIPE RIS. The key contribution of GMPI is it creatively proposes a method to process the AS paths with intelligent ways, which unearthed the routing information concealed in the AS paths. The architecture and working process of GMPI are shown in Fig. 6, which is composed of four parts: Raw AS knowledge base, path generator, path feature extraction model, and path verisimilitude estimator. The working process of GMPI is as follows: 1) collecting raw AS knowledge and pre-processing the data, 2) generating k paths for each input AS pair with a heuristic path generation method, 3) encoding the AS paths to vectors, 4) estimating the likelihood of the generated paths. The heuristic path generation process generates paths for an input AS pair with the help of AS relationships, AS path frequency, and AS Rank [84]. The path representation and likelihood estimation are realized with dual-attention networks, which 1) first represents the ASes with graph embedding and AS rank features, 2) then encodes the sequential AS paths with a self-attention mechanism based network to capture vector representations of the AS paths, and 3) finally estimates the likelihood of the generated paths with another attention mechanism based network.
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Figure 6: Architecture and working process of GMPI

GMPI first proposes to process the AS paths with intelligent ways, which unearthed the routing information concealed in the AS paths. It also provides a bridge to input the AS paths to the neural network models. The limitation of GMPI is that it may face the cold start problem when the observed data of an AS is limited, i.e., lacking of data to train an effective model for the AS. The high training cost is also a challenge for GMPI, as it trains a separated model for each AS to infer path from this AS to other ASes.

5  Case Study

This section introduces several case studies to demonstrate the application of inter-domain path inference techniques in various scenarios.

Detouring around failures: Detouring routing [89] is a technique used to reroute traffic when the direct path is unavailable. As summarized in [32], detouring routing can be implemented in three ways: 1) constantly monitoring paths between each pair of hosts, 2) constantly monitoring paths between each pair of detour nodes and routing hosts through nearby detour nodes, and 3) randomly selecting a small set of detour nodes. However, these methods are not efficient enough to be scaled effectively across the entire Internet.

The inter-domain path inference can be used to improve the efficiency of the detouring routing. When the direct path is unavailable, authors of iNano use the inter-domain path inference to obtain the path from the source to the target, the detour path via each available intermediary is also inferred by iNano. The detour paths are then ranked by the number of common PoPs and ASes between detour path and the inferred path. The detour path with the least common PoPs and ASes is chosen as the detour path. The evaluation shows that the detouring routing with the help of inter-domain path inference can reduce the fraction of cases when the destination is unreachable by roughly a factor of 2.

Inter-domain traffic reduction for BitTorrent P2P system: In [33], the authors proposed a method to reduce the inter-domain traffic for the BitTorrent P2P system with the help of inter-domain path inference. The authors first infer the AS paths between the peers with the proposed HyperPath and Valley-free HyperPath methods. Then the authors simulate the BitTorrent system with the inferred AS paths. The simulation results show that the Valley-free HyperPath method only introduces 21% additional traffic, while the random selection strategy introduces 89% extra traffic.

Inferring BGP atoms: The inter-domain path inference can be used to infer BGP atoms, which are a set of routers that route towards the Internet similarly. The PredictRoute [49] is a system that can infer AS paths towards a destination prefix or AS with the Markov chains. It provides a view of the routing behavior of all prefixes on the Internet, by comparing the graph similarity of the prefixes, the BGP atoms can be inferred.

Traffic engineering: The inter-domain path inference can be used to optimize the traffic engineering of the network. Network operators can utilize the inferred inter-domain path information to predict the impact of doing path prepending.

Protecting the privacy of the Internet users: The inter-domain path inference can be used to protect the privacy of the Internet users. As illustrated in Fig. 7, with the inferred inter-domain path information, user A can select the cloud server that does not traverse the ASes that user A does not trust.
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Figure 7: Illustration of how the inter-domain path inference can be used to protect the privacy of the Internet users

6  Discussion

6.1 Challenges and Opportunities

Though the inter-domain path inference techniques have been widely studied, there are still challenges and opportunities in inferring Internet inter-domain paths.

Granularity of Paths: The existing inter-domain path inference techniques mainly focus on inferring AS-level paths, followed by PoP-level paths. The inference of IP-level and router-level paths is still challenging due to: 1) lacking sufficient traceroutes to realize high coverage for IP-level and router-level inter-domain path inference; 2) Internet inter-domain paths change frequently at the IP-level, which makes it difficult to infer IP-level paths accurately. To realize high coverage and accuracy in inferring IP-level and router-level paths, further research is needed to develop techniques that can cope with the above challenges. To overcome the above challenge, we think the following aspects should be considered: 1) more BGP collectors and traceroute probes should be deployed to as many ASes as possible to collect more measurement data, 2) techniques to face the situation that many routers do not respond to the traceroute should be developed, 3) techniques to identify stale traceroute should be taken into account in IP-level inter-domain path inference, and 4) techniques to identify the alias IP addresses should be developed to obtain more accurate router-level paths.

Excessive Reliance on AS Business Relationships: The existing inter-domain path inference techniques heavily rely on the AS business relationships to filter the possible paths. However, 1) in actual Internet routing, AS paths that violate the valley-free principle do largely exist [90]. 2) Currently, the inferred AS relationships are mainly validated with relationships extracted from BGP communities [91], which is a best-effort ground-truth. Hence, the inferred AS relationships may be biased, and the biased results will be additive to the downstream tasks (e.g., the inter-domain path inference task). Thus, to reduce excessive dependence on AS business relationships, we can consider the following aspects: 1) develop techniques that can model the Internet routing system more accurately than the valley-free principle, 2) develop techniques that can obtain more accurate AS relationships, and 3) develop techniques that can cope with the AS paths that violate the valley-free principle.

Biased Data Sources: The existing inter-domain path inference techniques mainly use BGP tables and traceroutes as data sources. Currently, the BGP tables are collected by a few organizations, such as the Route Views project and RIPE RIS project, and the probes to perform traceroutes only deploy in a small part of ASes. So, the obtained measurement data is only a small part of the Internet from the view of the probes. The biased data sources may lead to biased path inference results, for example, if we cannot observe any path starting from an AS s, the path inference performance of the paths starting from s will be very poor. The performance degradation will also be observed on stitching-based methods, as the path segments starting from s are limited. Thus, to realize high coverage and accuracy in inter-domain path inference, new data sources or methods to cope with the biased data sources are needed. Below are the aspects that should be considered to reduce the bias of the data sources:

From the perspective of data collection, more vantage points should be deployed to collect more measurement data, this should be a joint effort of the Internet community, the more organizations and researchers public their measurement data, the more comprehensive the measurement data will be.

From the perspective of fully exploiting the existing data, 1) the historical BGP data should be fully exploited to serve the inter-domain path inference today. The research [92] that focus on inter-domain stability of BGP dynamics showed that the routing policies of ASes are relatively stable, more than 95% of the AS paths are stable for at least one week, and over 85% of the AS paths are stable for at least one month. Thus, developing techniques that can extract useful information from the historical data to infer the current paths is a promising direction. 2) Accordingly, to the traceroutes, the stale traceroutes should be identified and filtered to obtain more accurate paths. 3) For the machine learning-based methods, the data augmentation techniques and the transfer learning techniques can be considered to cope with the biased data sources.

Privacy and Security: The inter-domain path inference techniques may bring privacy and security issues. For example, the inter-domain path inference techniques may infer the paths of the sensitive services, such as the financial services, which may bring security risks. To protect the privacy and security of the Internet users, the inter-domain path inference techniques should be designed with privacy and security in mind.

6.2 Drawbacks of the State-of-the-Art Technique

Though the state-of-the-art inter-domain path inference technique GMPI has made significant progress in inferring Internet inter-domain paths, there are still some drawbacks:

Cold Start Problem: The training formulation of GMPI is a typically supervised learning problem, which needs numerous labeled data (collected AS paths that starting from the source AS). The cold start problem may occur when the labeled data is insufficient, i.e., the inference accuracy is low for the Vantage ASes that can only collect a few paths starting from them.

High Training Cost: The GMPI trains a separated model for each AS to infer path from this AS to other ASes. Considering the huge number of ASes in the Internet, training a model for each AS is a high cost.

6.3 Future Directions

Though path information has shown its importance in network management, application performance optimization, and security, operators and researchers are not only interested in inferring paths but also in obtaining the performance information of the paths. Currently, a few inter-domain path inference techniques, such as iPlane, iNano, and Sibyl, have realized the path and performance inference. However, the existing techniques obtain the performance information by adding the performance along the path segments, which may not reflect the actual performance of the paths. More importantly, the performance information is not available for all the paths. Therefore, a future direction is to develop techniques that can realize the path and performance inference for more paths and more accurately.

To realize the path and performance inference more accurately and efficiently, the following technique routes should be considered:

The first possible future direction is to combine the inter-domain path inference techniques with the network tomography techniques to realize the path and performance inference more accurately and efficiently. Network tomography is a technique used to infer the internal structure and state of a network by observing its external behavior. It’s analogous to medical tomography, like X-ray computed tomography (CT scans), where internal body structures are reconstructed from multiple external measurements. Network tomography techniques [93–96] have been widely studied to infer the performance of the networks for decades. Recently, neural tomography [97] has emerged as a promising method for inferring the performance of networks with unknown internal structures (i.e., without requiring direct knowledge of the underlying network topology). This technique utilizes neural networks to model and predict end-to-end performance metrics such as latency, throughput, and packet loss. By learning from observed data, neural tomography effectively captures complex patterns and interactions within the network, making it particularly useful in scenarios where traditional methods fall short. The approach has demonstrated impressive accuracy and reliability in predicting network performance, highlighting its potential as a powerful tool for network analysis and optimization.

The second possible future direction is combining the inter-domain path inference techniques with the network modeling and performance prediction techniques to realize the model of the Internet routing system. Network modeling and performance prediction techniques [98–102] have been widely studied to model the network traffic and predict the network performance. These data-driven techniques embed the network topology, traffic propagation paths, and flow characteristics into the models and predict the network performance. But the existing techniques in this area can only work on small networks, such as data center networks. Hence, the key to combining the inter-domain path inference techniques with the network modeling and performance prediction techniques is to develop network modeling and performance prediction techniques that can work on large-scale networks, such as the network of an AS. Then, the inter-domain path inference techniques can be combined with the network modeling and performance prediction techniques to realize the model of the Internet routing system, not only inferring the paths but also predicting the performance of the paths.

The third possible future direction is to leverage the large models. The large models, such as the GPTs [103,104], has shown amazing performance in natural language processing, which can generate human-like text. The large models can also be used to model the Internet routing system, as GMPI has proposed the way to encode the AS paths to vectors to feed the neural network models, a possible way is to leverage the large models to model the Internet routing system, both the inter-domain paths and the performance of the paths.

7  Conclusion

In this survey, we have provided a comprehensive overview of the existing techniques for inferring Internet inter-domain paths, which is a common research topic in the field of network measurement. In this survey, we first introduce the taxonomy of the Internet inter-domain path inference techniques, which are divided into AS-level, PoP-level, router-level, and IP-level path inference techniques. From the perspective of how the methods work, the techniques are divided into stitching-based and graph-based methods.

Then, the fundamental techniques for inferring Internet inter-domain paths are summarized, including the techniques to measure the Internet, infer AS relationships, resolve aliases, and map IP addresses to ASes. By introducing the fundamental techniques, we have provided background knowledge for understanding the existing techniques for inferring Internet inter-domain paths. After that, we summarize the existing techniques for inferring Internet inter-domain paths from four aspects: the data sources, the key idea of how the method works, the advantages, and the limitations. Followed by the summary, we have provided a case study to show the application of the inter-domain path inference techniques in different scenarios. Finally, we have discussed the challenges and opportunities in inferring Internet inter-domain paths, the drawbacks of the state-of-the-art technique, and the future directions in modeling the Internet routing system, which is to combine the inter-domain path inference techniques with the network modeling and performance prediction techniques to realize the model of the Internet routing system.
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Table 1: Summary of abbreviations, terms, and concepts

Abbreviations, Full names, definitions, or explanations

terms, or concepts

AS Autonomous system

ISP Internet service provider

DNS Domain Name System

CDN Content Distribution Network

P2P Peer-to-Peer: applications allow users to share resources directly with each
other without relying on a central server.

TTL Time to live

BGP Border Gateway Protocol

PoP Point of Presence

NoC Network-on-chip: an on-chip communication architecture that uses network
principles to connect various components within a system-on-chip, enabling
efficient data transfer and scalable communication between multiple processing
cores and other functional units.

MPSoC Multi-Processor System on Chip: An MPSoC integrates multiple processing
cores and various functional units onto a single chip to handle complex tasks
and applications efficiently.

NI Network Interface: serves as a bridge between a chip or system and external

On-chip router

RIPE NCC
CAIDA
RIS

RRC

P2C or C2P
P2P

S28S

DDos

Valley free
principle

BGP atoms
Network
tomography
GPT

networks, facilitating data transfer and communication.

An on-chip router manages data traffic between different components within a
chip, enabling efficient communication and data exchange in multi-core and
complex integrated circuits

Reseaux IP Europeans Network Coordination Center

Center for Applied Internet Data Analysis

Routing Information Service

Remote Route Collector

Provider-customer or customer-provider: a kind of AS business relationship
peer-peer: a kind of AS business relationship

sibling-sibling: a kind of AS business relationship

Distributed denial-of-service: a cyber-attack where the perpetrator seeks to

make a network resource unavailable to its intended users by temporarily or
indefinitely disrupting services of a host connected to the Internet.

A principle that summarized the routing policies of ASes, which states that the
AS paths should not contain valleys, i.e., the traffic in an AS path can only be
uphill or go downhill or go uphill and then downhill.

A set of routers that route towards the Internet similarly.

A technique used to infer the internal structure and state of a network by
observing its external behavior.

Generative Pre-trained Transformer: a type of deep learning model that uses
unsupervised learning to pre-train a language model.
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Table 3: Fundamental techniques for Internet inter-domain path inference

Measurement techniques

Auxiliary techniques

Traceroute: Basic traceroute [53,54], reverse
traceroute [55,56], fast traceroute [57], and
multipath-aware traceroute [58]

AS business relationship inference: heuristic based
methods [59-62] and data-driven based methods
[63-66]

Measurement platform [67-70]

Alias resolution [71-75]

IP-to-AS mapping [76-78]
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Table 2: Summary of Inter-domain path inference methods

Method type Method name Granularity Data source
Stitching-based  iPlane [31] PoP-Level and AS-Level Traceroutes
Graph-based iPlane Nano [32] PoP-Level and AS-Level BGP tables, traceroutes
Stitching-based  Sibyl [44] PoP-Level and AS-Level Traceroutes
Graph-based RouteScope [45] AS-Level BGP tables and
traceroutes
Graph-based KnownPath [46] AS-Level BGP tables and
traceroutes
Stitching-based  Path Stitching [34] AS-Level BGP tables and
traceroutes
Graph-based L-K AS Path Inference [47] AS-Level BGP tables
Stitching-based  HyperPath [33] AS-Level BGP tables
Graph-based Policy-Preferred AS Path AS-Level BGP tables
Enumeration [48]
Graph-based PredictRoute [49] AS-Level BGP tables and
traceroutes
Graph-based Routelnfer [50] AS-Level BGP tables
Stitching-based  Problnfer [51] AS-Level BGP tables

Graph-based GMPI [52] AS-Level BGP tables
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